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Introduction  
 
This review aims to specify the structural forces and pragmatic demands that shape the work of data. It 
was conducted to inform the Work of Data project at Intel, which explores how the work practices in 
large-scale data centric systems, like Internet of Things deployments or autonomous vehicles, could be 
improved. 
 
Virtually all professionals produce and analyze data in the course of their work activities. Here, however, 
we are narrowly concerned with work practices that take data as their chief object: whether in the direct 
development of data-intensive goods and services, in the monitoring of organizational or infrastructural 
performance, or in handling data as a commodity in its own right. This focus explicitly excludes much of 
the research on the data work specific to social media platforms, business information systems, human 
resources and corporate process improvement, except when these affect our core areas of interest. The 
literature reviewed is almost entirely case studies of data work, drawn mostly from science and 
technology studies, anthropology, sociology, and business. This literature suggests a profoundly messy 
heterogeneity to data work; we do not attempt to flatten these differences in order to create neat synthetic 
categories or paint bright lines where there are none. As a consequence, the review itself tends towards 
the granular and specific. However, in order to facilitate the quick extraction of summary knowledge, 

crucial takeaways in each section have been highlighted in boldface type.  
 
Despite its practical heterogeneity, there does appear to be a managerial and technical paradigm emerging 
around contemporary data work. Build-measure-learn approaches have exploded onto the software 
development scene over the past two decades, radically transforming how firms organize their workers, 
business models, and relationships to their customers. Build-measure-learn first made an appearance as 
part of explicit, formal software development methodologies such as lean and agile. Subsequently, 
though, it has taken on a cultural life of its own, often emerging as part of local, tinkered cultures of work. 
Across organizations of widely different outlook, scale, and business model, software developers 
continually measure the performance of rapidly iterated services, improving them on the fly using more or 
less sophisticated analysis of user data.  
 
While software development learned to build, measure, and learn from management gurus, at least 
initially, the literature suggests that data workers are “build-measure-learn” native. There are several 
structural reasons for this, which are explored in more depth throughout the body of this review. Most 
basically, the nature of data work means constant measurement and willingness to adjust strategies and 
practices in response to the unpredictable behavior of data. Further, data-intensive environments require 
intensive internal monitoring of data pipelines in order to operate efficiently, producing a wealth of what 
we might call industrial data exhaust: the performance of data infrastructure is thoroughly monitored, 
often in real time, as part of engineering efforts to optimize pipeline function. Finally, and perhaps most 
crucially, many data-intensive firms actively collect and analyze user data as part of their core services, in 
both user-facing and internal capacities, whether or not they have an explicit managerial commitment to 
rapid and user-responsive iteration. These forces have produced a wide-spread culture of build-measure-
learn within data-intensive organizations. We use the word “culture” to highlight that this is an attitude or 
an orientation, as much as a commitment to any particular strategy of measurement or iteration. That said, 
virtually all of the contexts and projects surveyed did incorporate some concrete build-measure-learn 
approaches, whether in the form of an explicit development model or part of a tacit, local culture of work. 
As a consequence, this review is often attentive to organizational or managerial uses of data, despite our 
primary focus remaining on product-related data work.  
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There are a few key terms used throughout this review are either relatively uncommon or deployed in 
highly specific senses, and so merit explicit definition here: 
 

• Infrastructure: Unless otherwise qualified, as with “computing infrastructure” or “participatory 
infrastructure,” infrastructure here will refer to the technical and social structures and tools used 
primarily to facilitate development work, such as programming environments, Scrum boards, 
software test routines, knowledge management tools, or version control software. This does not 

generally include the technical or social infrastructure of the data pipeline. 
• Data pipeline: This review employs this term somewhat more broadly than it is generally used in 

industry, where it is often synonymous with an Extract, Transform, Load pipeline and/or limited 
to exclusively software. We employ data pipeline to refer to the entire sociotechnical system for 
handling data collection, storage, retrieval, and analysis, including both hardware and software 
components. 

• Metrology: Metrology is the science of measurement. In this review, we follow McNally et al. 
(2011) and use “metrology” and the adjectival “metrological” to refer to the ways in which 
organizations internally measure and monitor the development process, data pipeline 
performance, and some user behavior.  

 
The review is organized into six sections. These sections do not primarily reflect bodies of mutually-
citing or frequently co-cited literature. Rather, they are synthetic categories, which the literature taken as a 
whole indicate to be the primary axes of variation in data work: Organizational Ecology; Type of Data 
Work; Source and Quality of Data; Industry Vertical; and Regulatory Environment. These sources of 
variation are profoundly interconnected, with changes in one domain almost always tied to changes in 
each of the others. However, the review itself is modular, capable of being read piecemeal and in any 
order.  
 

§1. Organizational Ecology  
 
The most visible source of variation for data work is the diversity of institutional arrangements found in 
data intensive organizations. The most germane differences are found in the scale of such organizations, 
the formal methods they employ to manage development work, the quality and extent of their relation to 
outside partners, and their internal infrastructural arrangements and procedures.  
 

§1.1 Scale 

 
Data work takes place in a huge range of differently-scaled organizations, from small laboratories (Jaton 
2017) and innovation incubators (Bruun and Sierla 2008) to global data infrastructures (Lehman 2016, 
Nadim 2016) and massively capitalized corporations (Maalej et al. 2012, Stilgoe 2017). Size and internal 
complexity directly impact data work.  
 
Small organizations (Jaton 2017) and small groups within large organizations (Krutchen 2011) provide 
data workers with frequent opportunities for informal collaboration and problem-solving, producing 
teams with a wide overlap in responsibilities and capabilities (Strode et al. 2012). Methodological 
approach (Krutchen 2011, Strode et al. 2012) and coding infrastructure (MacKenzie and Monk 2004) 
remain important in small organizations and teams. However, the density and frequency of contact 

with both managers and coworkers mean that small organizations tend to leverage their agility and 

flexibility to adapt to problems in improvisational ways rather than relying on formal bureaucratic or 
technical procedures. Such teams frequently employ intensive methods, with the entire group 
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coordinating their collective approach to architecture and development, often face-to-face (Bruun and 
Sierla 2008, Jaton 2017).  
 
Large organizations, by contrast, instead rely more upon formal procedures and internal resources 

to solve problems. Infrastructural arrangements such as robust and complex testing schemes (Prior 
2013), dense and heteromated (Ekbia and Nardi 2017) monitoring of the data pipeline (McNally et al. 
2012), and local deployments of programming environments and tools (Prior 2013, Matthiesen and Bjorn 
2017) substitute predictability and regularity for the inherent agility of smaller teams. Developers, 
however, often chafe at overly prescriptive infrastructural environments, preferring to choose their own 
tools for specific jobs whenever possible (Lingel and Regan 2014). Relationships between different forms 
of expertise and types of data workers tend to be formalized, tending towards distributed or modular, 
rather than intensive or collective, approaches to problem solving (Bruun and Sierla 2008, Matthiesen and 
Bjorn 2017). There is some evidence, however, that larger and older organizations are more successful at 
rationally extracting value from the various forms of expertise at their disposal (Maalej et al. 2014; Gehl 
2014, 2015), although this frequently still occurs through face-to-face discussions (Higgins 2007a). This 

review uniformly found mixed-to-negative results when large or distributed organizations 

attempting to employ agile methods to manage data work (Begel and Nagappan 2007, Elshabrawy 
2012, Matthiesen and Bjorn 2017, Sandberg 2016, Strode et al. 2012).  
 
Further, because of fundamental differences in agility and internal role differentiation, the literature 
suggests that organizational size is negatively correlated with the ability to successfully integrate 

business strategy with the technical choices behind product development (Begel and Nagappan 2007, 
Elshabrawy 2012). This will be especially true of data-intensive development in general, given its 
fundamentally iterative and unpredictable character (Brieman 2001, Stevens 2017), and of algorithmic 
research and development in particular, due to both its fundamental opacity (Ananny and Crawford 2014, 
Burrell 2016, Stilgoe 2017) and tendency to operate at a different rhythm than the tempo of either 
managerial or traditional development work (cf. Jaton 2017).  
 

§1.2 Method 

 
Differences in organizational scale are cross-cut by a variety of management styles or development 
methodologies, which are profound sources of variation in their own right. Development methods 
transform both daily work practice and the internal organization of companies. 
 
Virtually all of the organizations surveyed in this literature employed some variety of build-

measure-learn approach to development. This is in part because build-measure-learn represents the 
state of the art in development management paradigms (Elshabrawy 2012, Sandberg 2016). However, it is 
also likely due to the deep extant familiarity with internal testing and measurement in organizations 
responsible for managing large-scale data work (Baumer 2017, Gurses and van Hoboken 2017, McNally 
et al. 2012). As a corollary, experienced data workers are generally comfortable moving between 

their primary responsibilities and metrological development (Leonelli 2014, Prior 2013), and are 
surprisingly comfortable with their own work being monitored (Meyer et al. 2017). We might say that 
data intensive work is “build-measure-learn native.”  
 
However, substantial variation exists within the paradigm. The extent and quality of build-measure-learn 
feedback loops differ across organizations; more importantly, the literature shows a wide range of 
adjacent methodological strategies employed to organize data work. Where an explicit strategy is 
employed, agile techniques remain the primary choice, but are often inconsistently and selectively 
implemented (Sandberg 2016), especially within large organizations (Begel and Nagappan 2007, 
Elshabrawy 2012). However, even partially-implemented agile techniques can lead to an increase in intra-
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team communication, decreasing the need for formal metadata communication strategies and facilitating 
the rapid development of product code (Sandberg 2016). 
 
However, agile techniques tend to deprioritize architectural concerns (Petersen and Wohlin 2009), 
which poses challenges for the development of large-scale data pipelines that require rationalized 
integration of their various components in order to function efficiently (McNally et al. 2012). Lack of 
architectural vision, combined with rapid iteration, can erode the durability of data flows, leading to an 
increase in metadata friction and maintenance work (see discussion in Edwards et al. 2011). 
 
Few of the data-intensive organizations surveyed in the literature explicitly claimed to employ waterfall 
methodology. However, this is likely in fact due to its being the dominant strategy, into which various 
forms of agile techniques were introduced piecemeal (Begel and Nagappan 2007). Waterfall 

methodology does not seem to naturally fit well with data work, clashing with the experimental tempo 
of exploratory research, the metrological and engineering requirements of large-scale data infrastructure, 
and the frequent iteration required by to adapt to changes in data flows and pipeline behavior.  
 

§1.3 Relationships with Outside Partners 

 
The character and extent of a corporation’s relationship to outside partners directly shapes the nature of 
data work occurring within the corporation. (Relationships with users are discussed below, in §3.2, §4, 
and §5.3). 
 
Many data intensive firms actively collaborate with academic partners, through consultations on 
particularly challenging problems of architecture or algorithm design (Brieman 2001); data sharing 
agreements designed to access cutting-edge scientific research data (Leonelli 2014); or as partners on 
large-scale data infrastructure building (McNally et al. 2012?). Unfortunately, the consequences of such 
relationships for corporate data work are profoundly understudied. Further complicating the picture, the 
character of such relationships is likely highly variable, dependent as it is on both regional forms of 
academic culture and the so-called “triple helix” relationship of state, industrial, and academic actors 
(Etzkowitz and Leydesdorff 1995) 
 
However, the literature does provide starting points for evaluating such relationships. First, academic and 
industrial science are animated by profoundly different orientations towards data sharing. Both are 
committed to a certain measure of secrecy. But while academic researchers operate according to a logic of 
“strategic information exchange,” tied to publication strategies and shared credit, industrial secrecy is tied 
directly to the “ongoing profitability of products and has no clear expiration” (Evans 2010; see Jaton 
2017, Hoeppe 2014, and Ribes 2017 for examples of academic generosity with research data). This means 
that corporations can relatively easily extract information from the academic research process, but 

need to be careful about sending proprietary data back into the academic sector. Second, and 
relatedly, this orientation extends beyond data into design, with industrial researchers prioritizing 
managing and retaining design insights for future generations of products, while academics are eager to 
share insights and design approaches as they arise (Evans 2010). Finally, and most practically, there is 
often a profound mismatch between what constitutes professional behavior in academic and industrial 
contexts of research. Evans’s (2010) finding that academics were generally seen as “inconsistently 
professional and often unreliable” in matters of data security could well be extended to a whole range of 
social and technical conduct, from meeting deadlines, behaving appropriately in meetings, to 
understanding the goals and objectives of corporate research (see also Lowrie 2017b). 
 
Government partnerships primarily affect data-intensive organizations at the strategic level. Government 
partners and citizens alike can find collaborative development worrying, especially when it involves the 
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devolution of core governance functions to corporate partners. This is especially true in the relatively new 
domains of smart city planning and other infrastructural development (Shelton, Zook and Wiig 2015, 
Tironi and Criado 2015, Kitchin and Coletta 2017). However, corporations have been relatively 
successful at presenting themselves to governments as “experts” on specific forms of infrastructural or 
technical governance (Williamson 2015). Even on relatively autonomous projects with clearly defined 
contractual responsibilities, however, close collaboration with government can expose corporate data 
work to a dense thicket of public scrutiny and regulatory oversight (Tironi and Criado 2015). Practically, 
this places increased emphasis on transparency, metadata communication, and user engagement. From the 
business side of these collaborations, the primary challenge has been developing workable revenue 
models attached to such development. The literature indicates that, in many cases, large corporations 

use data work collaborations with governments as opportunities to experiment with new products 

and services, viewing direct revenue as only one part of the value proposition (Coletta and Kitchin 
2017, Williamson 2015).  
 
Generally, B2B relationships are understudied in the literature on data work. This is likely both due to 
problems of researcher access and in part a reflection of the actual lack of substantive data sharing 
between businesses, given the proprietary character of much of that data and industrial cultures of secrecy 
with respect to intellectual property such as algorithms (Evans 2010). However, the existing literature 
does suggest that in certain domains, such as eHealth (Fiore-Silfvast and Neff 2015) and IoT development 
(Keil, Arnold, and Voigt 2017) corporations are eager to collaborate in offering complementary services, 
rather than attempting to provide comprehensive services to users on their own. While the literature does 
not provide a great deal of insight on this point, it seems likely that any impact on data work from such 
collaboration would filter through from business personnel in the form of strategic guidance, rather than 
directly affecting developers.  
 

§1.4 Infrastructural arrangements 

 
Development work relies on a wide range of both social and technological infrastructure: development 
environments, version control software, scrum or kanban boards, automated testing tools, text editors, 
sprint backlogs, knowledge bases, technical documentation (Higgins 2007a, Lingel and Regan 2014, 
MacKenzie and Monk 2004, Prior 2013, Prior, Robertson and Leaney 2006). Most firms employ a 

combination of off-the-shelf and purpose-built or modified development tools (Prior 2013, Higgins 
2007a); this is at least in part because developers thrive when they are able to exercise professional 
judgment in selecting and modifying their tools (Lingel and Regan 2014). This is also true of social 

infrastructure, with off-the-shelf methodological and organizational strategies implemented piecemeal, 
kludged into existing institutional structures, and tweaked to fit the specific attitudes and needs of 
individual teams (Begel and Nagappan 2007, Elshabrawy 2012, Matthiesen and Bjorn 2017). 
 
Most developers spend part of their time working on product and part of their time working on 
infrastructure. While infrastructural work is generally regarded as secondary and less pleasurable than 
work on product, the ability to arrange the workspace and intervene into infrastructure can be an 
important source of ownership in the development process (Lingel and Regan 2014, Sandberg 2016). 
Conversely, the requirement to purpose-build infrastructure can be a source of friction for some teams. 
Workers from computer science or mathematics backgrounds often lack the requisite 

programming knowledge and soft skills required to create and maintain development 

infrastructure (Jaton 2017). This is especially typical of academic collaborators. 
 
The literature also highlights the possibility for social infrastructure, such as agile methods, to move 
between being experienced as an enabling and flexible tool for self organization to a frustrating 
imposition (Begel and Nagappan 2007, Krutchen 2011, Maalej et al. 2014). Whether methodological 
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techniques such as code review, scrum, or XP are enthusiastically taken up or felt to be a bureaucratic 
imposition affects how they shape the practices and products of development work (MacKenzie and 
Monk 2004, Maalej et al. 2014). This is especially true in the case of data work, as much metadata 
communication and coordination of the various types of workers involved in algorithm development or 
database building becomes routed through such social infrastructures (Hoeppe 2014, Edwards et al. 
2011).  
 
To sum the effects observed in the literature, the density of development infrastructure is likely 

correlated with both decreased freedom for workers and decreased organizational agility, but also 

with increased organizational stability and increased durability of data flows. To put this 
normatively, development work thrives in the sweet spot of just enough infrastructure and infrastructure-
building to accomplish the tasks at hand (Krutchen 2011, Strode et al. 2012). 
 

§2 Form of Data Work 

 
In addition to its organizational context, data work also varies according to the type of project. Teams 
building databases, algorithms, services and platforms, and industrial or consumer goods have different 
needs, face different challenges, and arrange their work differently. Certainly, there is overlap between 
these various forms of work, but they remain fairly distinct moments in practice: it is a question of focus. 
For practical reasons, most firms outside of the very largest platforms or development houses tend to 
specialize in one or another specific form of data work. However, given the deep imbrication of the 
various components of data pipelines, and the ability to leverage the expertise required by one form of 
work to build value in another sector, they tend to be co-present to a lesser extent even within medium-
sized firms. Thus, depending on how these forms of work are organized with a firm, the affordances and 
constraints of one type of project might deeply shape work on another. 
 

§2.1 Database Development  

 
Much of the literature on data work focuses on the construction, operation, and maintenance of large scale 
databases (e.g. Cool 2016, Edwards et al. 2011, Wadmann and Hoeyer 2018). This focus is especially 
typical of research on academic data work (e.g. Borgman et al. 2006, Nadim 2016, Ribes 2017). 
However, the development of data storage and retrieval architectures is a task facing virtually all 
sufficiently data-intensive organizations. 
 
The literature does not indicate that databases present especially robust design or engineering challenges. 
Rather, they tend to employ a mix of off-the-shelf solutions and tinkered responses to specific needs, 
leading the literature to suggest that database development and management is a highly “kludgy” 

undertaking (Dagiral and Peerbaye 2016, Leonelli 2014, Nadim 2016, Pink et al. 2018). (This finding, of 
course, does not extend to the precision-engineered data architectures required for online machine 
analysis of high velocity data; see Lowrie 2017a.) As a corollary, database workers spend a great deal 

of their time on maintenance, such as cleaning data, implementing standards, organizing storage, 
repairing and replacing physical components (Edwards et al. 2011, Nadim 2016, Pink et al. 2018). 
Unsurprisingly, collecting, storing, and disseminating information requires a great deal of metadata 
communication, from developing standards for submission and storage to communicating with users and 
data providers about their data frictions (Edwards et al. 2011, Nadim 2016, Ribes 2017). Similarly, the 
measurement of database performance -- whether in technical terms of throughput and performance 
(McNally et al. 2012) or social terms of scientific output or stakeholder satisfaction (Leonelli 2014) -- can 
require substantial metrological work. Database work also brings together a wide range of different 
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forms of expertise: engineers and architects, domain experts and information scientists, programmers 
and IT workers, but these workers usually have fairly well-defined tasks in the database context (Dagiral 
and Peerbaye 2016, Nadim 2016). Further, outside stakeholders frequently emerge as active participants 
in conversations about metadata standards (most common in academic databases; see Hoeppe 2014, 
Leonelli 2014, 2016), data retention and dissemination protocols (typical in cases where public 
information is stored; see Cool 2016, Wadmann and Hoeyer 2018), or simply quality and character of 
access. Databases generally operate within well-defined regulatory environments specific to the type of 
data they store. However, when they push beyond those environments, either in the form of data collected 
or the uses to which it is put, they can provoke complex interventions by governmental and civil society 
actors (see Wadmann and Hoeyer 2018 for an illustrative case study). 
 

§2.2 Algorithm Research 

 
If database development is the most maintenance-heavy form of data work, algorithm research is 
probably the least. There is very little maintenance or repair required outside of that already necessary to 
maintain the organizational and infrastructural context for research projects. In large organizations, this 
mostly takes place off-stage, while researchers focus on the business of establishing ground states and 
testing algorithm performance. In smaller organizations, team members may perform data cleaning and 
technical maintenance (Jaton 2017), but this rarely forms the intellectual core of algorithm development. 
However, algorithm research can require substantial engineering and infrastructural development, both in 
order to produce workable data sets (Jaton 2017) and to fine-tune the performance of established 
algorithms with respect to the data pipeline in which they operate (Lowrie 2017a).  
 
Also unlike database development, metadata communication is primarily important for algorithm research 
when there is a substantive breakdown between the expectations of the research team and the broader 
contexts from which they draw their data (Seaver 2017, Jaton 2017; see also Brieman 2001). In many 
industrial cases, particularly in computer vision, algorithmic development actually uses extremely well-
characterized and well-documented data sets as training data, mitigating the need for metadata 
communication (Jaton 2017). Once functioning on live data, however, metadata communication can 
become more important, again depending upon how much of that work can be done upstream of the 
algorithm by other workers (Seaver 2017, Lowrie 2017a). This is related to organizational size and the 
internal organization of research work.  
 
The metrological requirements of algorithm research are fairly lightweight, but important: generally, the 
only number that makes a difference is an overall measure of algorithmic efficiency (Jaton 2017), but this 
measure is the primary mode of evaluating improvements versus existing solutions (Lowrie 2017a). Of 
course, all sorts of metrological observations become factored into that measure, especially when the 
algorithm is part of a complex real time data pipeline (Gurses and van Hoboken 2017). However, this is 
more typical of the implementation and maintenance phases of algorithm development.  
 
Exploratory algorithm development does not generally require a development infrastructure as substantial 
as market-facing service development. However, given that it frequently takes place within already-
complex infrastructural ecosystems, this does not generally translate into a visible difference in the 
organization of data workflows, as workers tend to use what tools are available to them (Gurses and van 
Hoboken 2017). That said, it should be noted that many types of algorithm development, and particularly 
those which involve the creation of ground states or require reliable flows of specific data not already 
available within the development context, can require substantial and specialized infrastructure build-out 
and metadata communication by algorithm development teams (Jaton 2017). The composition of teams 
working on algorithm development depends largely upon the domain. Minimally, it requires a 
combination of computer scientists or mathematicians and developers. Domain expertise is not crucial for 
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well-characterized types of algorithms, particularly those that operate on either standard forms of data 
exhaust such as website user behavior or well-characterized and thoroughly documented problems such as 
facial recognition. More complex problems, such as environmental quality monitoring (Garnett 2017), 
traffic routing (Coletta and Kitchin 2017), or health and wellness monitoring (Fiore-Silfvast and Neff 
2013, 2015, Ruckenstein and Schull 2017) require the substantial integration of domain expertise.  
 
Stakeholder relations and regulation are almost entirely separate from algorithmic research. Indeed, the 

lack of public engagement at the early stages of algorithm development is likely at least partially 

responsible for many of the frictions between various regulatory bodies and stakeholder groups and 

service providers once algorithmic systems are implemented (see Stilgoe 2017 for an example). Such 
confrontations, however, are rarely fed directly back into algorithm development development itself, 
primarily due to the fundamental opacity and complexity of algorithms as technical objects (Burrell 2016, 
Stilgoe 2017; though, compare Neyland 2016). Instead, they primarily intervene at the level of business 
model and corporate ethics, which can then trickle down into development contexts. However, this may 
shift as consumers learn more about algorithms and their function (see Bucher 2017, Lustig and Nardi 
2015, Sandvig et al. 2014). 
 

§2.3 Services Development 

 
While algorithm development is a fairly specific type of data work, implementing algorithms is probably 
better understood as part of the development of data-intensive services and platforms more broadly. 
Indeed, once algorithmic systems come online, it can be hard for workers to differentiate some thing 

called “the algorithm” from the rest of the product code and infrastructure (Seaver 2017). As a 
consequence, the demands and constraints of this development work is very similar to that of any large-
scale software engineering, with some additional considerations due to the quality and character of big 
data flows.  
 
Any large-scale development project, especially in agile contexts, will encounter breakdowns and 
frictions as various components develop out of sync with one another. In data-intensive development, this 
is compounded by the unpredictable behavior of complex data infrastructure (Stevens 2017), the velocity 
of the build-measure-learn cycle (Gurses and van Hoboken 2017), and the density of metadata 
communication required to coordinate development across teams (Edwards et al. 2011, McNally et al. 
2012). Further, in sufficiently large organizations, there can be entire teams devoted primarily to 
developing and implementing metrological tools and strategies. Measurement work is especially 
important in organizations deploying test-first methodology (Prior, Robertson, and Leaney 2006, Prior 
2013; see also Gurses and van Hoboken 2017), or in services combining high velocity data and the need 
for real time analysis (Ahmed et al. 2017), but virtually all data-intensive services discussed in the 

literature drew deeply on both user and internal data from the earliest stages of development.  
 
Besides its dense metrological requirements, the most characteristic feature of data intensive development 
work is the absolute importance of robust infrastructural support. This is typical of software engineering 
generally; software developers spend a great deal of their time building or customizing the tools they need 
to build product code, from automated testing systems to development environments to knowledge bases 
(Lingel and Regan 2014, Prior, Robertson, and Leaney 2006, Prior 2013, Sandberg 2016). Further, 
development work requires a robust social infrastructure, from version control systems to organizational 
flow charts to stand-up meetings to scrum boards. However, the infrastructural requirements of 

software development are compounded by the metrological density and architectural complexity of 

modern data pipelines. Beyond their impact on tool development and selection, these additional sources 
of technological complexity and opacity require especially robust testing regimes, and repair frequently 
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takes developers beyond product code into conversations with pipeline engineers and business personnel 
(Higgins 2007a, Gurses and van Hoboken 2017). 
 
The literature does not indicate any particularly complicated regulatory issues attached specifically to 
services development. Rather, these accrue more directly to specific types of applications (see §4 and §5). 
However, it should be noted that in the European Union, platforms may now be held accountable for the 
data use practices and security lapses of the component services they deploy (Jones 2017). This has 
profound consequences for the B2B and B2B2C relations of both platforms and data-intensive service 
developers (Gurses and van Hoboken 2017). Similarly, stakeholder relations generally do not exert a 
profound influence on service development, outside of specific industries such as surveillance (Neyland 
2016) and eHealth (Cool 2016). Even here, though, the influence is generally filtered through several 
layers of business and management personnel. The proprietary character and complexity, especially of 
B2B services, has meant that direct end-user engagement with the actual technological features of 

services, and thus the daily work of developers, is fairly uncommon. 
 

§2.4 Consumer and Industrial Products 

 
The literature suggests that data work in firms producing data-intensive consumer or industrial products is 
fairly similar to that typical of software engineering. In part, this is likely due to many IoT firms think of 

their products as services, whether or not they operate according to an explicit IaaS business model, 

distinguishing them from most other manufacturing firms (Keil, Arnold, and Voigt 2017). This is 
obviously the case in terms of firms like Tesla (Stilgoe 2017) or Nest (Turber et al. 2014). However, even 

IoT products marketed to heavy industry are often shipped with software in permanent beta, 
integrated into ongoing development processes through build-measure-learn loops (Stilgoe 2017, Gurses 
and van Hoboken 2017, Keil, Arnold, and Voigt 2017).  
 
However, there are two primary differences, both of which attend to the materiality of products 
themselves. First, material products are generally more highly regulated than software. Further, many of 
the verticals in which this development takes place, such as health, construction, and transportation, are 
more tightly regulated still. This does not pose particular problems for legacy corporations in such 
verticals who are undergoing restructuring to build out their data work capabilities. However, it has 
produced profound shocks for digital natives, who often have little experience navigating complex 

regulatory environments, as they attempt to translate their software engineering expertise into 
competitive advantage in new analog markets (Stilgoe 2017, Fiore-Silfvast and Neff 2013, 2015). Second, 
the visibility and tangibility of analog products, combined with the cultural importance of the market 
domains into which they are often launched, means that managing stakeholder relations and public 
opinion is generally quite important for the firms which produce them.  
 

§3 Source and Quality of Data 

 
In addition to variations produced by its organizational and practical contexts, data work is shaped by the 
character of the material on which it works: that is, data. The literature features lively philosophical and 
practical debates over how to define “data.” Collectively, these raise the question of whether it makes 
sense to treat “data” as a homogeneous category, or whether it is merely a name for a wide variety of 
different substances, which share at best family resemblances (Borgman et al. 2012, Floridi 2012, 
Gitelman 2013, Lowrie 2017a). However, for our purposes here, a relatively common sense and project-
specific definition of “data” works well enough: we understand data as durable traces of the world 
capable of being interpreted, most often by computing machines (cf. Reigeluth 2014). Within the broad 
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category of “data,” however, there are many different forms and characteristics that produce substantial 
variation in how workers function and how firms are organized.  
 

§3.1 Intensive and Extensive Properties of Data Flows 

 
Both big data evangelists (e.g. Mayer-Schönberger and Cukier 2013) and many academic commentators 
on data work (e.g. Kitchin 2014, Leonelli 2014) have largely been preoccupied with what McNally et al. 
(2012) call the “extensive” properties of data flows: most notoriously, volume, velocity, and variety. 
Volume and variety certainly matter for shaping data work. Large data sets can require substantial 
buildout of computing infrastructure, with concrete impacts for the composition of teams, or at least 
substantial deployment of cloud solutions, which changes B2B relations and impact business models. 
Variety poses its own problems. It can complicate the epistemological and technical decisions underlying 
the choice of analytical approach, requiring substantial algorithmic expertise (Lowrie 2017b). More 
prosaically, it raises practical questions of interoperability, which can be thorny business problems (Cool 
2016, Stilgoe 2017) and pose nontrivial scientific (Ribes 2017) engineering challenges (Leonelli 2016). 
However, of these extensive properties, velocity proves the most substantial and wide-ranging source of 
variation.  
 
In discussing velocity, the literature mostly focuses on the rate of incoming data. Certainly, this can pose 
extremely complicated engineering challenges (Jagadish et al. 2014), and it can be both conceptually and 
technologically difficult to extract value from high velocity pipelines, especially in real time (Sagiroglu 
and Sinanc 2013). However, it is also crucial to be attentive to the other velocities of data within 
corporations: the speed of information retrieval, processing, and analysis, in both client-facing services 
and internal metrological processes (Coletta and Kitchin 2017). Each of these velocities is directly tied to 
the engineering of the data pipeline, the pace and rhythm of development, the functionality of the shipped 
product, and the business model of the corporation (McNally et al. 2012). To summarize and extend the 
findings of the literature here: data velocity is positively correlated with the required complexity of 

the storage and retrieval architecture, the non-triviality of analytical problems, and the concordant 

difficulty of integrating business and technical concerns. 
 
In addition to these extensive properties, however, McNally et al. (2012) argue that we should also be 
attentive to the intensive, or “bulk,” properties of data flows, which are scale-independent (as are 
temperature or density in physical substances). That is, intensive properties of data are not tied to their 
scale, but rather to their quality. Of those intensive properties discussed in McNally et al. (2012), 
variation in metrological strategy and density, the durability of data flows, and the rhythm of their 
production and use lead to the greatest amount of variation.  
 
The impacts of metrological arrangements on data work has been a chief point of concern throughout this 
review. Here, we want to simply underscore the variability of those arrangements, and suggest that this 
variability is in part due to the composition of teams doing metrological work. Developers, computer 

scientists, engineers, and managers have profoundly different orientations towards monitoring the 

pipeline and the development process (see §6): they are eager to know different things about its 
behavior. Developers are interested in how users are engaging their product, and how the computing 
infrastructure underlying their products is performing (Baumer 2017, Gurses and van Hoboken 2017). 
Computer scientists and engineers tend to focus on the latter aspect of metrology (Lowrie 2017). 
Managers are primarily interested in tying such measures to business concerns (Gurses and van Hoboken 
2017), and developing metrics for evaluating worker performance (Meyer et al. 2017).  
 
Durability, however, merits a more extended comment here. Despite the metaphors of the data “pipeline,” 
it is important to recognize that data flows are not in fact continuous, but necessarily intermittent (Ananny 
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2015, McNally et al. 2012). Obviously, this is trivially true at the computational level, with pipelines 
processing “events” rather than continuous streams of data (see Miyazaki 2012). At the organizational 
level, however, data work is also about organizing a variety of rhythms and tempos: sensors are tied to the 
timing of their objects (Kitchin and Coletta 2017, Borgman et al. 2007), development work is iterative 
and punctuated (Prior, Robertson, and Leaney 2006, Strode et al. 2012), construction of computer vision 
ground states requires intermittent shuffling between expert and lay identification of salience (Jaton 
2017), users provide data in quantized bursts (Nadim 2016, Wadmann and Hoeyer 2018). Further, the 
continuous iteration typical of contemporary software development, and the constantly morphing 
infrastructural arrangements typical of modern data pipelines, mean that the “flow” must remain durable 
across a wide variety of frequent organizational and technical transformations (Ananny 2015, Gurses and 
van Hoboken 2017, McNally et al. 2012). Consequently, the rate of development of pipeline 

components, internally-deployed services, and coding infrastructure is likely to be positively 

correlated with the importance of maintenance, repair work, and metadata communication. This 
correlation will be heightened in contexts requiring constant, stable, real-time analysis of data flows.  
 
Durability and velocity are both closely related to rhythm. At the most basic level, the punctuated 
processes of computational infrastructure need to be synced to one another (Miyazaki 2012), although this 
is not a large source of variation in data work. More important are the variegated tempos and rhythms of 
the sensors networks, metrological devices, testing loops, development cycles, algorithmic processes, user 
behaviors, and environmental processes that make up data pipelines and algorithmic assemblages 
(Annany 2015). Much of the commentary on rhythm has come from research smart cities (Coletta and 
Kitchin 2017) and scientific remote sensing (Borgman et al. 2017, Garnett 2016). In each of these cases, 
the temporal granularity of the distributed sensing networks must match the rhythms of the objects 
observed, be they traffic flows or weather patterns, mesh with the tempos of both human operators and 
algorithmic analysis, and present controllable energy and maintenance costs. This rhythmic 

coordination requires substantial engineering expertise, but also domain knowledge, maintenance 

work, and must be ramified with respect to business model or research strategy. Although the 
literature primarily focuses on the ways in which algorithmic systems and sensing networks interact with 
“real-world” tempos, the literature on metrology seems to indicate that this algorhythmic work is even 
more important in contexts that include aggressive build-measure-learn schedules. 
 

§3.2 Data Trajectories  

 
In addition to the intensive and extensive properties of data flows, there are topological and geographical 
concerns: data move through both networks and real space. This section primarily on the topological 
dimensions, with geographical movement discussed below in §5. 
 
Data have to come from somewhere. Understanding their provenance and the myriad concrete decisions 
made in their collection and formatting is crucial for many data workers, especially those engaged in 
analysis or algorithm development (Edwards et al. 2011, Hoeppe 2014). Large databases and pipelines 
with densely interoperated data can overwrite such nuanced information, requiring substantial metadata 
communication to reconstruct needed context (Ribes 2017). Even smaller collections of data are 
frequently opaque with respect to both origins and the cleaning or standardization already performed on 
them, especially when they arrive from outside of the organization (Nadim 2016). This can be a problem 
even with locally-collected data, when metadata standards are incomplete or broken, leading to additional 
energy expended on metadata communication (Edwards et al. 2011). 
 
Beyond epistemological or practical development questions, the provenance of data also imposes 
affordances and constraints on its use. Governmental and business partners usually quite clear about the 
limits on use and reuse of their data, when such data are not explicitly and entirely open. User data is a 
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much tricker case. In almost every caser, data from users comes with provisos for use, reuse and sharing, 
whether imposed by the regulatory environment or consensual agreements such as terms of service. 
However, terms of use are often quite vague and flexible, frequently allowing corporations to engage in 
activities that many of their users might in fact find objectionable (Gurses and van Hoboken 2017). 
Similarly, regulatory guidance about data use is often deeply non-technical, requiring substantial 

interpretation by developers (Jones 2017). Further, public opinion can powerfully shape markets even 
in the absence of explicit regulatory or contractual guidance (Stilgoe 2017). The resulting constraints are 
highly individual, depending on myriad factors and requiring careful examination of the specific case at 
hand. Generally, however, it is important to be aware of the quality of user consent for their data being 
used. Minimally, are they aware of this use, or is it buried in complex and lengthy terms of service? 
Should these people be understood as users, patients, or citizens? Are the data generated inextricable from 
their use of a product or service, or simply a byproduct of other behavior? As recent responses to high-
profile data experiments (Panger 2016), leakages (Berghel 2017), and misuse (Granville 2018), make 
clear, how users feel about their data has profound consequences for the business models and public 

image of data-intensive organizations. 
 
The provenance of data is likely the most crucial source of constraint on data work here, but their 
destinations are also important. Some of these destinations are social: databases, participatory 
infrastructure, and some scientific projects are explicitly designed to facilitate the movement of data back 
out into the world, often in a usefully-packaged but still fairly “raw” form (Borgman et al. 2006, Borgman 
et al. 2012). The trajectories of such data are difficult to predict, as are the impacts on the organizations 
who provide them. Data mean different things to different stakeholder groups, and managing the frictions 
that result from data use can require substantial investment of both technical and business personnel. 
Further, given the almost certain necessity for active and reciprocal metadata communication, it is 
virtually impossible to provide comprehensive metadata or explanations of the decisions behind data to 
“the public” writ large, which can lead to profound misunderstandings and misuse of data. Such 
infelicities can fall back on the originating institution in surprising and unpredictable ways. 
 
More technically, it is also likely important to understand where and how data journeys terminate within 
corporations: are old data stored in data lakes or databases; how accessible are they to business analysts 
versus technical personnel; are they stored at the edge, centrally, or on third-party infrastructure; what is 
the maintenance strategy (Ahmed et al. 2017)? While the literature identifies no consistent impacts of 
specific endpoints on data work specifically, this is likely more a feature of research strategy than 
indicative of actual unimportance.  
 

§3.3 Metadata work 

 
Data do not explain themselves. Extracting value and insight from data requires a great deal of knowledge 
about their provenance, internal organization, and format; in a word, their context. As a consequence, data 
workers expend a great deal of time and energy on metadata development and communication. Rather 
obviously, the amount of metadata work required by a specific project is positively correlated with 

the number of borders across which data must move (Edwards et al. 2011): crucially, this is the case 
whether such interfaces are between organizations, such as between government, industrial, and academic 
partners (see, e.g., Cool 2016, Leonelli 2009, Ribes 2017), or within an organization, such as between an 
algorithm research group and their crowdsourced workers (see, e.g., Jaton 2017).  
 
Metadata work is often the production and implementation of formal standards and practices: this is more 
likely to be typical in database contexts (Nadim 2016, Ribes 2017) and in large organizations (Nadim 
2016, Gehl 2015b). Metadata work is also frequently informal communication between data workers; this 
is typical of smaller organizations (Bruun and Sierla 2008, Hoeppe 2014) and collaborations across 
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domain (Ribes 2017), but it remains an important practice in large organizations (McNally et al. 2012). 
Often, this communication is directed upstream, with workers needing information or clarification about 
choices made an an earlier point in the data pipeline (Edwards et al. 2011, Hoeppe 2014, Nadim 2016). 
There is also a great deal of prophylactic informal communication, with workers passing along both 
information about data provenance and tacit knowledge about how to handle the data with every transfer 
of data (Hoeppe 2014, Jaton 2017). Metadata communication can also be lateral, frequently between 
workers with different specialities, such as between pipeline engineers and developers (Edwards et al. 
2011, Lowrie 2017a), or domain specialists and  database workers (Nadim 2016).  
 
The literature does not identify global explanatory variables that would predict the character of metadata 
work; it is extremely specific to the type of data and type of project. However, the causality is rather 
clearer in the other direction: the density of necessary metadata work is correlated with increased 

demand for maintainers, increased importance of formal knowledge management infrastructure, 

and an increased necessity for communication both within and across organizations.  
 

§4 Industry Vertical 
 
In initially conceptualizing this review, we anticipated finding relatively coherent styles of data work tied 
to specific industry verticals. However, the literature does not seem to indicate either any widely-

shared organizational structures or work practices within verticals, nor any sharp and bright lines 

between them. Horizontal considerations seem to be much better predictors of variation and similarity. 
That is to say, algorithm development in eHealth will probably look more similar to algorithm 
development in autonomous vehicles than to database management in eHealth; maintainers have more in 
common with maintainers in other verticals than computer scientists in their own sector. Rather than 
directly influencing work practice, market sector seems to shape data-intensive organizations primarily at 
the level of business model or ethical considerations, which are somewhat outside the scope of this 
review, or regulatory environment, which is discussed below in §5. However, the literature does point to 
certain field conditions proper to eHealth, Internet of Things, autonomous vehicles, and computer vision 
that are worth noting here.  
 

§4.1 eHealth 

 
Contemporary healthcare is extremely data-intensive. Clinicians (Wadmann and Hoeyer 2016), health 
researchers (Ribes 2017), administrators and public health professionals alike (Cool 2016) produce and 
manage increasingly substantial quantities of data (Fiore-Silfvast and Neff 2013, 2015; Ruckenstein and 
Schull 2017). The extent to which such professionals could be considered “data workers” in the context of 
this review, however, varies greatly. Most are involved only peripherally, as end-users or sources of data, 
rather than tying their professional practices or identities directly to their data work (Ruckenstein and 
Schull 2017). When they do move into full time data work, most health professionals have been involved 
with databasing, primarily tied to either large-scale disease research (Ribes 2017) or public health 
infrastructure building (Cool 2016). Unsurprisingly, they generally participate in such efforts as managers 
and domain experts, rather than technical personnel as such; outside of the importance of accommodating 
local norms and regulations with respect to patient privacy (Cool 2016, Ruckenstein and Schull 2017; see 
§5.1, below), most of this work looks very similar to the database work described in §2.1.  
 
In fact, the majority of data work in the healthcare sector is done by entrepreneurs, developers, and 

designers who may have extremely limited domain knowledge. These workers, often in collaboration 
with actual medical professionals, seem to have been the driving force behind the emergence of the so-
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called “eHealth” movement. To the extent that eHealth is a domain distinct from simply medical 
informatics, it is characterized by the devolution of (some) control over data, diagnosis, and care to 
patients, the integration of patients into healthcare systems through the internet, and a slew of devices and 
applications that blur the distinction between health and wellness (e.g., Mahapatra, Rangaswamy, 
Nagwanshi 2016; see Ruckenstein and Schull 2017).  
 
Perhaps unsurprisingly, regulation has had profound consequences for the character of data work in 
eHealth. Across regional divides, health data and products are fairly strictly regulated, while wellness data 
and products are often regulated lightly, if at all (Fiore-Silfvast and Neff 2015). Some data, such as 
immunization records, are straightforwardly “health” data; some are clearly “wellness” data, such as from 
sleep trackers. Others, however, such as heart rate information, body fat calculations, or brain wave 
measurements, blur the line, falling into either health or wellness depending upon not only the regulatory 
environment or the stated ability of such measurements to be used in diagnosis or cure, but also upon the 
technical characteristics of the applications or services themselves (Ruckenstein and Schull 2017). As a 
consequence, the regulatory environment affects development work much more directly.  
 

§4.2 Internet of Things 

 
The Internet of Things is perhaps the least “vertical” of the market sectors discussed here. Indeed, much 
of the hype surrounding the IoT has accrued precisely because of the disruptions IoT approaches are 
causing across a wide range of verticals, from manufacturing to health to construction. Here, however, we 
focus specifically on companies involved in the development of IoT devices. To the extent that such 
companies do share common features, they seem to primarily come from the changing business models 
and organizational strategies necessary to support and extract value from IoT development.  
 
To summarize, the shift from producing traditional consumer or industrial goods to producing 

smart, networked goods requires traditional manufacturing corporations learn to function more 

like software development companies. Most obviously, firmware and data architecture needs of IoT 
development mean that many companies have hired more programmers and electrical engineers. Some 
manufacturing firms have also adopted explicit build-measure-learn approaches in response to both the 
demands of managing development work and as a way to extract value from the influx of data coming 
from their products. Somewhat surprisingly, however, there is evidence that this shift is not correlated 
with an overall increase in human resources costs (Keil, Arnold, and Voigt 2017). Further, the novelty of 
IoT technology, the complexity of its implementation, and the density of the metrological networks 
required to operate it (Ahmed et al. 2017) means a substantial increase in the frequency and intensity of 
engagement between vendors and their clients; this is even more the case in IoT firms serving industrial 
clients. IoT products also have the potential to open new revenue models for B2B products: some are 
explicitly sold as IaaS, or alongside SaaS offerings. Even outside of such revenue models, however, 
companies developing IoT products report a substantial increase in revenue from maintenance, 

technical support, and repair (Keil, Arnold, and Voigt 2017. This elevates the importance of continuous 
and customer-facing maintenance and metrological efforts relative to design.  
 

§4.3 Autonomous Vehicles 

 
The literature on autonomous vehicle development is sparse, likely due to its novelty, as well as the 
highly sensitive cultural and competitive market space it occupies. However, it is probably safe to assume 
that the introduction of autonomous vehicle development to legacy transportation firms likely parallels 
many of the shifts in human resources and business model strategies discussed above with respect to the 
internet of things. For native digital firms, however, the primary shift is likely to be found when cultures 
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of work unaccustomed to regulatory oversight encounter the dense thicket of legislative decrees and the 
intense public scrutiny that shape the transportation industry (Stilgoe 2017; see also Ruckenstein and 
Schull 2017). Beyond requiring deeper collaboration between business, legal, and technical personnel, 
this requires careful decisions about data sharing strategies. Should firms share their data openly, perhaps 
appeasing the public but opening themselves to scrutiny by both competitors and regulators? Or should 
they insist upon its proprietary character, even in the face of public and regulatory demands, and risk a 
potential backlash? Both legacy and new transportation firms will increasingly face ethical questions 
around both automation and data retention as the number of autonomous vehicles and incidents involving 
them increases (Stilgoe 2017).  
 

§4.4 Computer Vision 

 
The literature on computer vision is still more sparse, and almost exclusively focused on academic 
research projects (e.g. Jaton 2017). The existing material does suggest that computer vision will likely 
face technical-ethical challenges similar to those facing autonomous vehicle development, especially in 
surveillance applications (Introna & Wood 2002, Neyland 2016). However, rather than emerging around 
safety incidents or specific domain regulations, they are likely to coalesce around questions of privacy 
and data security (Neyland 2016).  
 

§5 Regulatory Environment 

 
Data work has been on the regulatory agenda of governments and civil society actors across the world for 
much of the last fifty years. However, the global regulatory environment for data work remains 

deeply heterogeneous. The United Nations and the WTO provide mostly toothless guidelines that 
explicitly devolve regulatory powers to member states. The national level is a patchwork of diverse and 
often mutually unintelligible approaches to privacy and security; some 40% of the (mostly developing) 
world has no explicit data protection laws of any kind (UNCTAD 2018). Further, given the highly 
technical and variegated character of data work, it is often difficult to provide regulatory guidance in the 
form of technically explicit and comprehensive laws (Goodman and Flaxman 2016). As a consequence, 
historical and cultural contexts can be as important sources of variation as explicit legal 

frameworks. The differences between the United States and European Union here are illustrative.  
 

§5.1 Cultures of Data Protection 

 
The European Union approach to regulating data work is firmly grounded in the legal and philosophical 
recognition of a fundamental right to human dignity (Jones 2017). This tradition has been the basis for 
broad, sweeping and proactive legislation about a wide range of data uses, culminating in the General 
Data Protection Regulation of 2016 (Goodman and Flaxman 2016). Conversely, the United States has no 
such recognition, and instead draws on legal and cultural traditions of “privacy” when regulating data 
work; it has employed a mostly reactive, ad hoc, and sector-by-sector approach to regulation (Jones 
2017). Similarly, the EU has been fairly suspicious of all forms of automation, with a particular focus on 
how automatic decisions of all sorts affect individuals, while the United States has instead mostly been 
narrowly focused on automation as a labor issue (Jones 2017). When the United States legislature has 
discussed automated decision making, it has focused on ways to ensure the neutrality of machines, rather 
than on prioritizing and defending human decision-making (Jones 2017).  
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This divergence in cultural-legal attitudes is a crucial source of variation in data work. Here, I will just 
focus on the EU case; the sectoral character of United States regulation make an exhaustive catalog 
outside the scope of this review. At the organizational level, the comprehensive character of regulatory 
scrutiny in the EU has meant deep reconfigurations in how platforms bundle services and move data 
between them, with profound consequences for both B2B and B2C relationships, especially for SaaS and 
IaaS providers (Jones 2017, Gurses and van Hoboken 2018). Crucially, such supranational regulation also 
interacts with national traditions of openness and privacy to shape the relationships between digital data 
workers and the domain experts who often provide them with their data, such as physicians (Wadmann 
and Hoeyer 2018). Perhaps most broadly, it reconfigures relationships between business, academy, and 
industry, both pushing them closer together and introducing new sources of friction as they work 
variously to interpret, implement, and resist regulation (Neyland 2016).  
 
There has been relatively little deep academic study of the regulatory environment for data work outside 
of these two contexts. It is likely that authoritarian nations, as well as postcolonial and developing 
nations, draw upon widely divergent traditions in regulating data, and we should be cautious about 
extending findings from developed liberal democracies to such contexts. 
 

§5.2 Regulation by Sector 

 
Given the high degree of regional variation, and the lack of available literature on that variation, it is 
difficult to present comprehensive sector-by-sector evaluations of regulatory impacts on data work. 
However, see §4.1 for a discussion of the regulatory issues facing eHealth and §4.3 for a discussion of the 
regulatory issues facing autonomous vehicles. It should also be noted here that a great deal of literature 
has discussed the regulatory cultures and ethical issues surrounding social media data and their use by 
academic researchers, governments, and corporations (boyd and Crawford 2012, Crawford, Miltner, Gray 
2014, Kennedy and Moss 2015). While this is mostly outside of the explicit goals of this review, it is 
important to note that the contemporary regulatory and public scrutiny facing large-scale platforms and 
social media applications may well extend to companies who make use of their data as well. This 
especially important to be aware of in contexts where social media data has been interoperated with other 
data, such as from wearables or ecommerce behavior.  
 

§5.3 How Does Regulation Make a Difference for Data Workers? 

 
To summarize, regulations impose constraints on offerings, shaping both products and how corporations 
retain, use, and disseminate data. The literature suggests that regulation most directly affects the 

organization at the strategic levels, filtering down to workers through managerial chains of 

command. In fact, the lack of direct engagement between regulations and technical workers is likely one 
of the primary difficulties facing the design and enforcement of data regulation. Thus, regulation rarely 
impinges upon the quotidian work of developers and engineers; instead, it produces variation primarily at 
the level of the business plan, at the interface between corporations and users, and in the large-scale 
triple-helix (Etzkowitz and Leydesdorff 1995) relationships between governments, universities, and 
businesses.  
 

§6 Types of Expertise 

 
Many different types of experts do data work. They bring differing skill sets, experience, and attitudes to 
development teams. We have already discussed, above, how various features of organizational ecologies 
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and the type of project at hand influence team composition. Here, we turn to a closer look at the various 
professional identities of data workers, evaluating their orientations, aptitudes, and impact on their teams.  
 

§6.1 Developers 

 
The most ubiquitous type of data worker discussed in the literature is certainly the developer. Developers 
write code for product and infrastructure, manage other developers, implement and participate in 
methodological strategies, and do some metadata communication. Their primary professional 
commitment, however, is the production of good code, which is variously understood as “beautiful,” 
“clean,” “elegant,” or simply “functional” (Ensmenger 2015, Lingel and Regan 2015). Developers tend to 
resent things that interfere with programming: both unavoidable ancillary tasks such as comprehending 
code (Maalej et al. 2014) or developing software engineering infrastructure (Prior, Robertson, and Leaney 
2006, Prior 2013), and managerial impositions such as tedious code reviews or excessive testing regimes 
(Case and Pineiro 2006, Prior 2013). Some developers participate in an aggressively individualistic 
mythos of the coder as a lone, heroic figure, which can make them difficult to integrate into forms of data 
work requiring intensive face-to-face collaboration (Ensmenger 2015). This, however, seems to be an 
outdated model; developers becoming more and more comfortable participating in densely social, 

agile teams (Higgins 2007a, Kumar and Wallace 2016, MacKenzie and Monk 2004). However, they still 
tend to function best as part of teams that are either nonhierarchical or managed by personnel with deep 
technical experience (Sandberg 2016). Within such teams, the literature does not indicate a particular 
preference for either intensive or modular forms of work. Generally, outside of scientific databasing or 
hard core algorithm research, developers will form the bedrock of any data intensive development project, 
and are generally socialized to be quite comfortable moving between tasks (Ananny 2015). 
 

§6.2 Computer Scientists 

 
Computer scientists conduct research, develop systems architecture, solve prickly problems of algorithm 
implementation, manage developers, and handle the articulation of software with hardware. Computer 
scientists also may spend a great deal of their time programming, but are less focused on code as their 
primary product (Lowrie 2017a). They are often less competent in practical programming tasks than 
many developers (Jaton 2017). Instead, their professional identity is generally tied to their ability to think 
abstractly, formally, and mathematically about problems and systems (Mostrom et al. 2009, Ensmenger 
2015, Lingel and Regan 2015). In data-intensive development, computer scientists are often responsible 
for algorithm research and implementation, which is relatively high status, low supervision, high 
creativity work in most organizations. (In the Russian context, they are also deeply involved with data 
pipeline architecture and hardware, but this may be a regional variation; see Lowrie 2017a.) As a 
consequence, many developers and managers view computer scientists as somewhat aloof and arrogant. 
The literature makes no claims as to the truth of this view. However, it does suggest that computer 

scientists can be difficult to integrate into development teams in part because of their highly 

specialized skill sets (Jaton 2017), unfamiliarity with the tempo of iterative development (Sandberg 
2016), and tendency to prefer low-supervision work (Bruun and Sierla 2008).  
 

§6.3 Engineers 

 
Computer and electrical engineers are also deeply involved in data work, building, maintaining, and 
repairing. They work at every stage of data and development pipelines: sensing networks; storage, 
retrieval, and processing architectures; development and testing infrastructure; workplace IT; product 
design and management. As with computer scientists, most are likely competent programmers in their 
own right. As professionals, engineers are driven by a focus on efficiency and optimization (Sandberg 
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2016). In data work, engineering tasks are divided between extremely high creativity, low supervision 
projects, such as consumer/industrial design (Keil, Arnold, and Voigt 2017) or systems architecture 
(Lowrie 2017a), and extremely low tolerance, high supervision projects, such as database maintenance 
(Pink et al. 2018) or hardware testing (Garnett 2016). Generally, engineers are enthusiastic participants in 
infrastructure and metrological development (Baumer 2017). Unlike developers with managers, or 
computer scientists with developers, literature does not report particularly fraught relationships between 
engineers and other types of data workers. On the contrary, the well-defined role and skill set of most 

engineers seems to make them easy to integrate into mixed teams. 
 
It should be noted that virtually all of the literature on how engineers participate in data work focuses on 
their function as systems architects, pipeline builders, or support personnel for development work. Our 
search did not find any research that considered engineers who design and build consumer or industrial 
products as “data workers.” This is an unfortunate gap in knowledge, given the practical demands of 
integrating such work with the other forms of data work in such contexts..  
 

§6.4 Maintainers  

 
Although developers and engineers alike frequently engage in various forms of maintenance and 

repair as part of their work on product code or pipeline infrastructure (Higgins 2007b), they are 
unlikely to identify this as a core component of their professional identity. Further, they are not by and 
large responsible for the huge majority of maintenance tasks facing data intensive organizations. In data 
work as elsewhere, maintainers vary widely by background, training, and job title (Russel and Vinsel 
2016). They share, however, a common commitment to monitoring, repair, and prophylaxis. In data work, 
maintainers are deeply involved in data interoperation (Ribes 2017), metadata communication (Nadim 
2016, Hoeppe 2014), metrological development and implementation (Nadim 2016) and data repair (Pink 
et al. 2018). Outside of database projects, maintainers are not often integrated in development teams 
directly. However, their work directly shapes the environment in which such teams are working, 
determining in large measure how much time developers will spend on extra-development tasks. The 
literature does not spend much time discussing formal maintenance strategies. It does suggest that data 
maintenance, by its very nature, is often extremely kludgy (Higgins 2007b; Nadim 2016; Pink et al. 
2018): however, it seems likely that the more robust the metrological environment, the easier it will 

be for firms to rationally deploy prophylactic maintenance in both the data and development 

pipelines.  
 

§6.5 Non-technical Personnel 

 
In addition to these technically-skilled workers, there are also a range of other participants in data work. 
Most ubiquitously, there are workers responsible for the business aspects of data work, with product and 
project managers the most proximate. These workers combine practical and abstract focus on “the 
project” at hand: they contribute most directly to data work by providing it an explicit organizational 
structure (MacKenzie and Monk 2004), and ramifying it within the broader institutional context and 
business model (Keil, Arnold, and Voigt 2017). However, managers’ attempts to intervene into 
development directly are often felt to be overstepping their proper domain, especially when they do not 
have relevant technical backgrounds. Similarly, domain specialists are crucial for ensuring that data 

workers do not focus myopically on the technical properties of their systems, but rather tack back and 
forth between thinking about systems-internal considerations and “the world” in which that system will 
operate, be it a scientific domain or market vertical (Baumer 2017). The literature, somewhat surprisingly, 
does not report on substantial friction produced by domain experts’ similar lack of technical skill, but 
does indicate that domain experts frequently find themselves out of their technical depth when attempting 
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to organize develop projects of their own (see, e.g., Leonelli 2014, Wadmann and Hoeyer 2018). Finally, 
it is also important to consider the various types of crowd workers who participate in data work: 
from users (e.g., Stilgoe 2017), to citizen scientists (e.g., Lehman 2017), to mechanical turk workers (e.g, 
Kushner 2013, Jaton 2017), these participants are often project-critical, but rarely fully integrated within 
the development process. While the build-measure-learn paradigm installs user data and feedback at the 
core of the development process, data intensive development tends to both heighten its importance and 
expand the range of ways in which the crowd can interact with product development and the data pipeline 
(Gurses and van Hoboken 2017). However, crowd workers are notoriously hard to manage, requiring 

substantial social work, infrastructure development, and metadata communication to harness 

efficiently (Jaton 2017). 
 

§6.6 Movement between Roles 

 
We should underscore that most data workers, over the course of their career, the development cycle, 

or even a given day, will move between these various roles (Sandberg 2016, Ananny 2015). In terms of 
assessing the impact of team composition on data work, however, it is likely that current job role or task 
within a specific project are at least as important as professional identity: computer scientists forced to 
play engineer can start to function more like engineers, and domain experts drawn into development roles 
often begin to act like developers. Given the extreme mobility typical of the technology industry, and of 
the complicated interrelationships between the various components of a data-intensive development 
project, it is likely that most long-term data workers are “T-shaped people,” with one specific domain 
of deep expertise but horizontal familiarity with a range of other domains (Baumer 2017); a smaller but 

not insignificant segment are “Π-shaped people,” with dual expertise, often in a technical discipline 
and a scientific domain or industry vertical.  
 

Conclusion 

 
Data work is a deeply heterogeneous field of activity. Data workers are a hugely diverse collection of 
professionals, performing a variety of distinct tasks on a range of data types, across a myriad of 
organizational contexts, market sectors, and regulatory environments. This review has focused primarily 
on these differences, identifying the primary sources of variation for the everyday work of data. It has 
also, however, pointed towards a robustly, if unevenly, shared paradigm for data work: the culture of 
build-measure-learn. Rather than any specific development cycle, we mean simply that data workers and 
the organizations they have built are exceptional in their commitments to continuous monitoring, rapid 
iteration, and transformational learning from data. Understanding both the cultural and technical 
dimensions of this orientation will be essential for developing products and services that will integrate 
smoothly into existing data workflows.  
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